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ABSTRACT 
 
PDF (Portable Document Format) is a file format that has captured all the elements of a printed 
document as an electronic image that you can view, navigate, print, or forward to someone 
else.PDF is a page-oriented, graphically rich format based on PostScript semantics and it is 
also the format interpreted by the Adobe Acrobat viewers. Although each of the pages in a PDF 
document is an independent graphic object this property does not necessarily extend to the 
components (headings, diagrams, paragraphs etc.) within a page. This, in turn, makes the 
manipulation and extraction of graphic objects on a PDF page into a very difficult and uncertain 
process. International Standard Organization (ISO) has set the standards for PDF files. 
A PDF file consists of four main parts; header, body, cross-reference table and trailer and 
further body of a PDF is made by objects which are of eight types. We can also categorize PDF 
file logically into chapters and sections or the identification of special elements such as figures, 
tables, and footnotes. 
 
 

An introduction to Portable Document Format 

PDF is a file format for representing documents in a manner independent of the application 
software, hardware, and operating system used to create them and of the output device on 
which they are to be displayed or printed. A PDF document consists of a collection of objects 
that together describe the appearance of one or more pages, possibly accompanied by 
additional interactive elements and higher-level application data. A PDF file contains the objects 
making up a PDF document along with associated structural information, all represented as a 
single self-contained sequence of bytes.  

A document’s pages (and other visual elements) can contain any combination of text, 2D vector 
graphics, and images. A page’s appearance is described by a PDF content stream, which 
contains a sequence of graphics objects to be painted on the page. This appearance is fully 
specified; all layout and formatting decisions have already been made by the application 
generating the content stream.  

In addition to describing the static appearance of pages, a PDF document can contain 
interactive elements that are possible only in an electronic representation. PDF supports 
annotations of many kinds for such things as text notes, hypertext links, markup, file 
attachments, sounds, and movies. A document can define its own user interface; keyboard and 
mouse input can trigger actions that are specified by PDF objects. The document can contain 
interactive form fields to be filled in by the user, and can export the values of these fields to or 
import them from other applications.  
 

Finally, a PDF document can contain higher-level information that is useful for interchange of 

content among applications. In addition to specifying appearance, a document’s content can 

include identification and logical structure information. 

Today, 3D drawings can be embedded in PDF documents with Acrobat 3D using U3D or PRC 
and various other data formats. 
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A PDF file has a great potential of empowering a user with the conversion ability. In other 

words, you can convert any format to PDF or vice versa. This means that you can convert a 

PDF file to Word, Excel, Post Script or image and vice versa. There are many tools available in 

the market to export the files to the selected or desired format. Advanced tools convert an 

application to another format in multiple batches using ‘Batch Conversion’ feature. You can also 

select few pages that you want to convert into other formats with the ‘Partial Conversion’ 

attribute. 

The PDF combines three technologies: 

• A subset of the PostScript page description programming language, for generating the 
layout and graphics. 
• A font-embedding/replacement system to allow fonts to travel with the documents. 
• A structured storage system to bundle these elements and any associated content into a 
single file, with data compression where appropriate. 

PDF Version History 

The evolution of PDF began at Adobe Systems. The first version of PDF was introduced in 

November 1994 as PDF 1.1 version. This version provided support to hyper links, article 

threads, security features and other such attributes. The next version called Acrobat 2.1 enable 

a user to integrate audio as well as video data. This equipped a user to make a document more 

interactive in nature by using multimedia elements. The third revised version made a PDF useful 

in the pre-press environment. Another revised version of a PDF provided support for 2-byte CID 

fonts. This is a format that supports Japanese, Chinese or Korean fonts. After a number of 

revisions, the latest version of PDF was introduced in 2008. This version equips a user with 

advanced security features and portable application to make any task convenient.    

PDF Standardization 

Evolution of PDF started at Abode from 1993 until 2oo7 now Adobe no longer owns the PDF 
specification. PDF has become an adopted standard by the International Organization for 
Standardization (ISO). Since the ISO committee sets the standard, it’s taken out of the hands of 
Adobe. This international committee,Adobe Systems, has approved and developed 
substandards of the PDF format. 
The PDF standards available now include the following: 
 
PDF/X. This standard is a subset of the PDF format used in the printing industry.PDFs meeting 
PDF/X compliance are typically reliable and, theoretically, can be accurately printed on almost 
any kind of PostScript device. 
 
PDF/E. This standard is a subset of the PDF format designed for engineers to insure that 
industrial designs and drawings comply with a PDF standard. 
 
PDF/A. This standard is a subset of the PDF format used for archiving documents. The 
standards committee wants to insure that the files you create today and save as PDF can be 
viewed by computers many years in the future. To do so, the PDFs you create for archival 
purposes can be saved as PDF/A documents. 
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PDF/UA. The goal of this proposed new standard is to provide universal access (UA) to all 
users including those persons working with assistive. 

 

PDF and the PostScript Language 

PostScript is a programming language and best known for its use as a page description 
language in the electronic and desktop publishing areas. 

The PDF operators for setting the graphics state and painting graphics objects are similar to the 
corresponding operators in the PostScript language. Unlike PostScript, however, PDF is not a 
full-scale programming language; it trades reduced flexibility for improved efficiency and 
predictability. PDF therefore differs from PostScript in the following significant ways:  

• PDF enforces a strictly defined file structure that allows an application to access parts of 
a document in arbitrary order.  

• To simplify the processing of content streams, PDF does not include common 
programming language features such as procedures, variables, and control constructs.  

• PDF files contain information such as font metrics to ensure viewing fidelity.  

• A PDF file may contain additional information that is not directly connected with the 
imaging model, such as hypertext links for interactive viewing and logical structure information 
for document interchange.  
 

Because of these differences, a PDF file generally cannot be transmitted directly to a PostScript 

output device for printing (although a few such devices do also support PDF directly). An 

application printing a PDF document to a PostScript device must follow  

PDF File Structure  

A PDF file is organized into four major parts : a one-line header, a body, a cross-reference 
table, and a trailer.  
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Header  

The first line of the PDF file specifies the version number of the PDF specification to which the 
document adheres, written as a PostScript-style comment. For example:  

%PDF-1.3 

This would indicate that the file conforms to Version 1.3 of the PDF spec. As in PostScript, the 
% character precedes all comments. Comments may occur anywhere in any file, and all words 
from the percent sign to the end of the line will be disregarded. (Occurrences of the percent sign 
within streams or strings are not treated as comments.) By convention, the second line of most 
PDF files is also a comment, usually containing one or more "high bit" ASCII characters (in the 
range 0x80 to 0xFF). This signals e-mail clients and other programs that the file contains binary 
data and should not be treated as 7-bit ASCII text.  

Body  

The body of a PDF file consists of the objects that comprise the document's contents. These 
objects would typically include text streams, image data, fonts, annotations, etc. 

The body can also contain numerous types of invisible (non-display) objects that help implement 
the document's interactivity, security features, or logical structure.  

Cross-Reference Table  

The cross-reference table contains offsets to all of the objects in the file, so that it is never 
necessary to scan large portions of a file (or "walk" a linked list) in order to locate needed 
elements. If no updates have been added to the file, the cross-reference table will be 
contiguous, consisting of a single section. New sections are added each time the file is 
modified.  
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Within any single section of a cross-ref table, there are subsections corresponding to blocks of 
consecutively numbered objects. The entry for each object is always exactly 20 bytes long, 
including the line-end character(s). The first ten bytes specify the object's offset, in a ten-digit 
number; a space separator follows; then a five-digit number giving the object's generation 
number; then another space; then the letter 'f' or 'n' to indicate whether the object is free or in 
use; then the end-of-line marker. (There are three legal possibilities for end-of-line. They are, in 
hex: 0x200A, 0x200D, or 0x0D0A.) It's easier to show the xref in action than to describe it. 

Trailer  

The PDF trailer enables an application reading the file to quickly find the cross-reference table 
and certain special objects. (Applications are expected to read a PDF file from its end.) The last 
line of a PDF file contains only the end-of-file marker, %%EOF. The two preceding lines contain 
the keyword start xref and the byte offset from the beginning of the file to the beginning of the 
word xref in the last cross-reference section in the file. Preceding this is the trailer dictionary; 
and at the top of the trailer is the word trailer. For example:  

 trailer 
 << 
 /Size 22 
 /Root 2 0 R 
 /Info 1 0 R 
 >> 
 startxref 
 24212 
 %%EOF 

The byte offset from the start of the file to the start of the word xref at the top of the cross-
reference table is, in this instance, 24,212. The trailer dictionary consists of everything between 
the double angle brackets, << and >>. The mandatory /Size key gives the total number of 
entries in all sections of the document's xref table. The /Root key (also mandatory) gives the 
object reference for the document's catalog object, which is a special type of object that 
contains pointers to the roots of the various object trees that contain the document's content. 
The /Info key is optional and references a special dictionary that contains information about the 
document that will appear in the Acrobat viewer's Document Info dialog.  

Objects 

PDF body consists of objects which are of eight types: 

1. Boolean values 

2. Numerical Objects 

3. Strings 

4. Names 

5. Arrays 

6. Dictionaries 

7. Streams 
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8. The null object 

Objects may be labeled so that they can be referred to by other objects. A labeled object is 
called an indirect object. The following sections describe each object type:  

1. Boolean Objects 

PDF provides boolean objects identified by the keywords true and false. Boolean objects can 
be used as the values of array elements and dictionary entries, and can also occur in PostScript 
calculator functions as the results of boolean and relational operators and as operands to the 
conditional operators if and ifelse   

2. Numeric Objects 

PDF provides two types of numeric objects: integer and real. Integer objects represent 
mathematical integers within a certain interval centered at 0. Real objects approximate 
mathematical real numbers, but with limited range and precision; they are typically represented 
in fixed-point form rather than floating-point form. The range and precision of numbers are 
limited by the internal representations used in the computer on which the PDF consumer 
application is running. 

3. String Objects 

A string object consists of a series of bytes—unsigned integer values in the range 0 to 255. 
String objects are not integer objects, but are stored in a more compact format. The length of a 
string may be subject to implementation limits; 

String objects can be written in two ways:  

•As a sequence of literal characters enclosed in parentheses ( );  

•As hexadecimal data enclosed in angle brackets < >; 

Strings can be used for many purposes and can be formatted in a variety of ways. When a 
string is used for a specific purpose (to represent a date, for example), it is useful to have a 
standard format for that purpose. Such formats are merely conventions for interpreting the 
contents of a string and are not separate object types.  

“String Types” describes the encoding schemes used for the contents of string objects. 

3.1 Literal Strings 

A literal string is written as an arbitrary number of characters enclosed in parentheses. Any 
characters may appear in a string except unbalanced parentheses and the backslash, which 
must be treated specially. Balanced pairs of parentheses within a string require no special 
treatment. 

Within a literal string, the backslash (\) is used as an escape character for various purposes, 
such as to include newline characters, nonprinting ASCII characters, unbalanced parentheses, 
or the backslash character itself in the string. The character immediately following the backslash 
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determines its precise interpretation. If the character following the backslash is not one of those 
shown in the table, the backslash is ignored. 

  

Escape 
sequences in 
literal strings 
SEQUENCE 

MEANING 

\n 
Line feed (LF) 

\r 
Carriage return (CR) 

\t 
Horizontal tab (HT) 

\b 
Backspace (BS) 

\f 
Form feed (FF) 

\( 
Left parenthesis 

\) 
Right parenthesis 

\\ 
Backslash 

\ddd 
Character code ddd (octal) 

 

If a string is too long to be conveniently placed on a single line, it may be split across multiple 

lines by using the backslash character at the end of a line to indicate that the string continues on 

the following line. The backslash and the end-of-line marker following it are not considered part 

of the string. 

3.2 Hexadecimal Strings 

Strings may also be written in hexadecimal form, which is useful for including arbitrary binary 
data in a PDF file. A hexadecimal string is written as a sequence of hexadecimal digits (0–9 and 
either A–F or a–f) enclosed within angle brackets (< and >):  

< 4E6F762073686D6F7A206B6120706F702E > 

Each pair of hexadecimal digits defines one byte of the string. White-space characters (such as 
space, tab, carriage return, line feed, and form feed) are ignored.  

If the final digit of a hexadecimal string is missing—that is, if there is an odd number of digits—
the final digit is assumed to be 0. For example:  

< 901FA3 > 

is a 3-byte string consisting of the characters whose hexadecimal codes are 90, 1F, and A3, but  

< 901FA > 

is a 3-byte string containing the characters whose hexadecimal codes are 90, 1F, and A0.  
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4. Name Objects 

A name object is an atomic symbol uniquely defined by a sequence of characters. Uniquely 
defined means that any two name objects made up of the same sequence of characters are 
identically the same object. Atomic means that a name has no internal structure; although it is 
defined by a sequence of characters, those characters are not considered elements of the 
name.  

A slash character (/) introduces a name. The slash is not part of the name but is a prefix 
indicating that the following sequence of characters constitutes a name. There can be no white-
space characters between the slash and the first character in the name. The name may include 
any regular characters, but not delimiter or white-space characters. Uppercase and lowercase 
letters are considered distinct: /A and /a are different names. The following examples are valid 
literal names:  

Beginning with PDF 1.2, any character except null (character code 0) may be included in a 
name by writing its 2-digit hexadecimal code, preceded by the number sign character (#);. This 
syntax is required to represent any of the delimiter or white-space characters or the number sign 
character itself; it is recommended but not required for characters whose codes are outside the 
range 33 (!) to 126 (~). The examples shown in Table are valid literal names in PDF 1.2 and 
later. 

  

 

 

 

 

 

The length of a name is subject to an implementation limit. The limit applies to the number of 
characters in the name’s internal representation. For example, the name /A#20B has four 
characters (/, A, space, B), not six.  
Name objects are treated as atomic symbols within a PDF file. Ordinarily, the bytes making up 

the name are never treated as text to be presented to a human user or to an application 

external to a PDF consumer. However, occasionally the need arises to treat a name object as 

text, such as one that represents a font name. In such situations, it is recommended that the 

sequence of bytes (after expansion of # sequences, if any) be interpreted according to UTF-8, a 

variable-length byte-encoded representation of Unicode in which the printable ASCII characters 

have the same representations as in ASCII. This enables a name object to represent text in any 

natural language, subject to the implementation limit on the length of a name.  

In PDF, name objects always begin with the slash character (/), unlike keywords such as true, 

false, and obj. This book follows a typographic convention of writing names without the leading 

slash when they appear in running text and tables. For example, Type and FullScreen denote 

names that would actually be written in a PDF file as /Type and /FullScreen.  

LITERAL NAME RESULT 
/Adobe#20Green Adobe Green 
/PANTONE#205757#20CV PANTONE 5757 CV 
/paired#28#29parentheses paired( )parentheses 
/The_Key_of_F#23_Minor The_Key_of_F#_Minor 
/A#42 

AB 
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5. Array Objects 

An array object is a one-dimensional collection of objects arranged sequentially. Unlike arrays in 
many other computer languages, PDF arrays may be heterogeneous; that is, an array’s 
elements may be any combination of numbers, strings, dictionaries, or any other objects, 
including other arrays. The number of elements in an array is subject to an implementation limit;  

An array is written as a sequence of objects enclosed in square brackets ([ and ]):  

[ 549 3.14 false ( Ralph ) /SomeName ] 

PDF directly supports only one-dimensional arrays. Arrays of higher dimension can be 
constructed by using arrays as elements of arrays, nested to any depth. 

6. Dictionary Objects 

A dictionary object is an associative table containing pairs of objects, known as the dictionary’s 
entries. The first element of each entry is the key and the second element is the value. The key 
must be a name (unlike dictionary keys in PostScript, which may be objects of any type). The 
value can be any kind of object, including another dictionary. A dictionary entry whose value is 
null is equivalent to an absent entry. The number of entries in a dictionary is subject to an 
implementation limit;  

Dictionary objects are the main building blocks of a PDF document. They are commonly used to 
collect and tie together the attributes of a complex object, such as a font or a page of the 
document, with each entry in the dictionary specifying the name and value of an attribute. By 
convention, the Type entry of such a dictionary identifies the type of object the dictionary 
describes. In some cases, a Subtype entry (sometimes abbreviated S) is used to further identify 
a specialized subcategory of the general type. The value of the Type or Subtype entry is 
always a name. For example, in a font dictionary, the value of the Type entry is always Font, 
whereas that of the Subtype entry may be Type1, TrueType, or one of several other values.  

7. Stream Objects 

A stream object, like a string object, is a sequence of bytes. However, a PDF application can 
read a stream incrementally, while a string must be read in its entirety. Furthermore, a stream 
can be of unlimited length, whereas a string is subject to an implementation limit. For this 
reason, objects with potentially large amounts of data, such as images and page descriptions, 
are represented as streams.  

A stream consists of a dictionary followed by zero or more bytes bracketed between the 
keywords stream and endstream:  

dictionarystreamX Zero or more bytes Xendstream 

streams must be indirect objects and the stream dictionary must be a direct object. The keyword 
stream that follows the stream dictionary should be followed by an end-of-line marker consisting 
of either a carriage return and a line feed or just a line feed, and not by a carriage.return alone.  

7.1 Stream Extent 
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Every stream dictionary has a Length entry that indicates how many bytes of the PDF file are 
used for the stream’s data. (If the stream has a filter, Length is the number of bytes of encoded 
data.) In addition, most filters are defined so that the data is self-limiting; that is, they use an 
encoding scheme in which an explicit end-of-data (EOD) marker delimits the extent of the data. 
Finally, streams are used to represent many objects from whose attributes a length can be 
inferred. All of these constraints must be consistent.  

8. Null Object 

The null object has a type and value that are unequal to those of any other object. There is only 
one object of type null, denoted by the keyword null. An indirect object reference to a non 
existent object is treated the same as a null object. Specifying the null object as the value of a 
dictionary entry is equivalent to omitting the entry entirely.  

Indirect Objects 

Any object in a PDF file may be labeled as an indirect object. This gives the object a unique 
object identifier by which other objects can refer to it (for example, as an element of an array or 
as the value of a dictionary entry). The object identifier consists of two parts:  

•A positive integer object number. Indirect objects are often numbered sequentially within a PDF 
file, but this is not required; object numbers may be assigned in any arbitrary order.  

•A non-negative integer generation number. In a newly created file, all indirect objects have 
generation numbers of 0. Nonzero generation numbers may be introduced when the file is later 
updated. 

Document Structure 
 

A PDF document can be regarded as a hierarchy of objects contained in the body section of a 
PDF file. At the root of the hierarchy is the document’s catalog dictionary contains references to 
other objects defining the document’s contents, outline, article threads, named destinations, and 
other attributes. Most of the objects in the hierarchy are dictionaries. For example, each page of 
the document is represented by a page object—a dictionary that includes references to the 
page’s contents and other attributes, such as its thumbnail image and any annotations 
associated with it. The individual page objects are tied together in a structure called the page 
tree which in turn is specified by an indirect reference in the document catalog. Parent, child, 
and sibling relationships within the hierarchy are defined by dictionary entries whose values are 
indirect references to other dictionaries.  

Logical Structure 

PDF’s logical structure facilities provide a mechanism for incorporating structural information 
about a document’s content into a PDF file. Such information might include, for example, the 
organization of the document into chapters and sections or the identification of special elements 
such as figures, tables, and footnotes. The logical structure facilities are extensible, allowing 
applications that produce PDF files to choose what structural information to include and how to 
represent it, while enabling PDF consumers to navigate a file without knowing the producer’s 
structural conventions.  
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PDF logical structure shares basic features with standard document markup languages such as 
HTML, SGML, and XML. A document’s logical structure is expressed as a hierarchy of structure 
elements, each represented by a dictionary object. Like their counterparts in other markup 
languages, PDF structure elements can have content and attributes. In PDF, rendered 
document content takes over the role occupied by text in HTML, SGML, and XML.  
A PDF document’s logical structure is stored separately from its visible content, with pointers 

from each to the other. This separation allows the ordering and nesting of logical elements to be 

entirely independent of the order and location of graphics objects on the document’s pages 

Portability 

A PDF file is either a 7-bit ASCII file or a binary file. If it is a 7-bit ASCII file, only the printable 
subset of the 7-bit ASCII code plus space, tab, carriage return, and linefeed are used. If it is a 
binary file, the entire 8-bit range of characters may be used. ASCII is the most portable form, 
since it is the only form that will fit through channels that are not 8-bit clean or are subject to 
end-of-line translation, etc. A binary file simply cannot be transported in such cases. 
Unfortunately, some agents, when presented with information labeled as “text,” take 
unreasonable liberties with the contents. For example, mail transmission systems may not 
preserve certain 7-bit characters and may change line endings. This can cause damage to PDF 
files. 
Therefore, in situations where it is possible to label PDF files as “binary,” we recommend that 
this be done. One method for encouraging such treatment is to include a few binary characters 
(codes greater than 127) in a comment near the beginning of the file, as described in, even if 
the rest of the file is ASCII. This ensures that a PDF file will be treated as binary when this is 
possible, while still allowing it to be transferred through a non-binary channel Without damage. 
 
Font independence 
 
Managing fonts is a fundamental challenge in document exchange. Generally, the receiver of a 
document must have the same fonts the sender used to create the document. Otherwise, a 
default font is substituted, producing unexpected and undesirable effects because the default 
font has different character metrics (widths) than the intended font. The sender could include the 
fonts with the document, but this can easily make even a short document quite large—a typical 
two-page memo using four fonts might grow from 10K to 250K. Another possibility is that the 
sender could convert each page of the document to a fixed-resolution image like a facsimile. 
Even when compressed, however, the image of a single page can be quite large (45–60K when 
sampled at 200 dpi). In addition, there is no intelligence left in the file, preventing the receiver 
from searching for or extracting text from the document. 
 
PDF provides a new solution that makes a document independent of the fonts used 
to create it. A PDF file contains a font descriptor for each font used in a document. 
The font descriptor includes the font name, character metrics, and style information. This is the 
information needed to simulate missing fonts and is typically only 1–2K per font. If a font used in 
a document is available on the computer where the document is viewed, it is used. If it is not 
available, a multiple master font is used to simulate on a character-by-character basis the 
weight and width of the original font, to maintain the overall “color” and formatting of the 
document. This solution applies to both Adobe Type 1 fonts and fonts in the TrueType™ format 
developed by Apple Computer, Inc. Symbolic fonts must be handled in a special way. A 
symbolic font is any font that does not use the standard  ISO Latin1 character set. Fonts such 
as Carta®, Adobe 
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Caslon Swash Italic, Minion™ Ornaments, and Lucida® Math fall into this category. It is not 
possible to simulate a symbolic font effectively. 

Vector graphics 

Vector graphics in PDF, as in PostScript, are constructed with paths. Paths are usually 
composed of lines and cubic Bézier curves, but can also be constructed from the outlines of 
text. Unlike PostScript, PDF does not allow a single path to mix text outlines with lines and 
curves. Paths can be stroked, filled, or used for clipping. Strokes and fills can use any color set 
in the graphics state, including patterns. 

Compression 
 
To reduce file size, PDF supports a number of industry-standard compression filters: 

• JPEG compression of color and grayscale images 

• CCITT Group 3, CCITT Group 4, LZW (Lempel-Ziv-Welch), and Run Length 
compression of monochrome images 

• LZW and Flate compression of text, graphics, and indexed image data. 
 
Using JPEG compression, color and grayscale images can be compressed by a factor of 10 or 
more. Effective compression of monochrome images depends upon the compression filter used 
and the properties of the image, but reductions of 2:1 to 8:1 are common. LZW compression of 
text and graphics comprising the balance of the document results in compression ratios of 
approximately 2:1. All of these compression filters produce binary data, which may then be 
encoded in the ASCII base-85 encoding to maintain portability. 
 
Encryption 
 
Documents can be encrypted to protect their contents from unauthorized access. Access to a 
protected document’s contents is controlled by the security handler specified in the Encryption 
dictionary. The Encryption dictionary is the value of the Encrypt key in the trailer dictionary.  
 
Strings and streams in a protected document are encrypted. Other data types (such as integers 
and Booleans) that are used primarily for structural information in a PDF file are not encrypted. 
This combination protects a document’s contents, while allowing random access to the objects 
within a PDF file.  
A user can deploy encrypted protection ability to prevent the file from opening, copying and 
editing by an unauthorized user. Therefore, the Portable Document Format protects the content 
from modification by a user without a correct password. This security protection ability is either 
lesser or absent in other computer applications 
.  
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